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Abstract 

Intelligent systems are becoming increasingly important in the area of 
sports [1] and can support athletes in all kinds of disciplines. This project 
attempts to assist professional ballet dancers when designing 
choreographies. ChoreoAssist is able to record a dance, detect dance 
moves with the help of supervised learning and place them on a timeline. 
By doing so, it can facilitate the dancer’s work and make it possible for 
them to develop their choreographies without interruptions. 
 
Author Keywords 
Machine learning; dancing; neural networks; Interfaces.  

Introduction 

In the area of professional dancing, not only choreographers themselves 
but also many teachers are developing their own choreographies or alter 
existing ones for their students [2]. When developing these choreographies 
they often act out the moves according to the music, or ask other dancers 
to do so [3, 4] . This creative process involves a lot of trial and error when 
trying to find the perfect combination of poses. In order to develop the 
final dance and later reproduce it with the students, the teacher has to 
record every sequence of the dance in an understandable way.  
Since there is no universal rule for the documentation of dance moves, 
many choreographers develop their own system which can lead to 
confusion, even for themselves (Figure 1) but especially when trying to 
communicate the moves to other dancers: ‘Whatever notes I have [...] 
serve only to jog my memory, but would be completely meaningless to 
anyone else, except maybe the original cast. My scribblings are not 
“writing” and do not express the choreography, even if they help me 
indicate it. When it comes down to it, fundamentally, dancing is NOT 
writing.’ [5] 



 

Although the filming of choreographies is already used to assist 
choreographers in their work, it is still not too commonly used and mostly 
serves as an inspiration rather than a way of documentation [4, 5]. 
The goal of this project is to find a solution to these current issues and 
support professional dancers and choreographers in documenting their 
dances in a universal and understandable way. 
 
 

 

 

Figure 1: 2 Example of a choreographer’s notes [5]. 

Related Work 

ChoreoAssist is based on body detection which has been researched and 
worked with increasingly in the course of the last years. With the help of 
‘Kinect’, body detection has become more accessible and has therefore 
triggered the development of many games and systems, especially in the 
area of dancing. 
 
One of the most recent examples for such a system is called ‘Everybody 
Dance Now’. 
This system is able to translate movements form a source video onto 
another person’s body, giving the illusion that this person performed the 
exact same dance: “With our framework, we create a variety of videos, 
enabling untrained amateurs to spin and twirl like ballerinas, perform 
martial arts kicks or dance as vibrantly as pop stars. “ [7]. 
This is achieved by extracting a stick figure of the source video’s dancer 
and applying them on the target’s body (Figure 2).  
This approach is similar to the one of ChoreoAssist as it also uses joints to 
detect the dancer’s movements. 
 

 

Figure 2: ‘Motion transfer from a source video to  target’[7]. 

  
Such a function can also be achieved with the OpenPose library [9]. The 
goal of this project is also working on the reproduction of movements but 
is targeted towards game design.  
Based on this library, a database is being built. Users can apply the library 
to movie sequences in order to extract the characters movements in the 
video. This database is then meant to be used to make movements more 
natural in animations of movies and games of the future. [8] 
  
Another system based on joint recognition is called ‘Move Mirror’ and 
was developed by  the Google Creative Lab [10]. It is able to capture the 
user’s movements and compares them with pictures from a database of 
80.000 images. The most similar examples are then shown in another 
window, rapidly changing (Figure 3). 



 

This application can be used with a webcam on a browser, which opens up 
a lot of new opportunities for developers and makes body detection more 
accessible to a bigger amount of people, which could be the starting point 
to a new era of movement detection, which is more user-friendly and 
flexible. 
 

 

Figure 3: ‘Move Mirror’[10]. 

  
One of the most similar approaches to ChoreoAssist is called ‘Deep Pose’ 
[12]. It uses machine learning to advance the abilities of pose detection 
and is therefore an example of  the constantly evolving precision of body 
detection. Although it does not serve such a specific purpose as 
ChoreoAssist, it could be helpful in its future development and gives an 
indication of the usability of joint recognition in connection to machine 
learning. 
 
Also relevant for our project is a pose recognition software for yoga. It was 
developed to assist yoga students when practicing poses at home and is 
meant to prevent them from using the wrong techniques when doing so 
[13]. The main similarity of this project to ChoreoAssist is its aim to 
recognize specific poses.  
In contrast to the other examples, this software is detecting a star skeleton, 
based on a contour of the body of the recorded person (Figure 4). It does, 
however, use a Kinect device to detect these structures. 
 
After considering this and other techniques to detect the poses within our 
system we decided to use joint recognition as it was sufficiently accurate 
and the goal was not, as in the yoga pose detection software, to point out 
wrong movements but to record them. Additionally, it seems suitable for 
machine learning as can be seen in the work of Toshev 
And Szegedy. 
 

 

Figure 4: Kinect detecting the star skeleton of a yoga pose [12]. 

 
Concept 

ChoreoAssist is developed to support dance teachers and choreographers 
in their work. To prevent them from being distracted when developing 
their dances, the software helps them document their progress. 
ChoreoAssist uses a Kinect device to be able to detect the dancers poses 
and identify their names. The Kinect offers a simple and low-cost solution 
and is easy to install by the user. It simply needs to be connected to a 
power-source and a computer and can then be used once the whole body of 
the dancer is captured. It is able to detect 3 dimensional movements and 
can therefore produce relatively precise measurements. [4] 
The identified poses are then placed on a timeline by ChoreoAssist (Figure 
5-7). Additionally, these recordings and the documented poses can later be 
reviewed on the interface and used for later adjustments. When the 
choreography is completed, it can be uploaded on a database to be 
reviewed by others. By introducing a universal way of documentation and 
combining a video with a timeline, it can be easily understood and used by 



 

third parties. ChoreoAssist can also be used by students to practice their 
teacher’s choreography, being guided by the teacher’s video and the 
timeline as well as their own image in comparison.  
Due to time constraints it was only possible to design a representative 
prototype of this interface and separately train the algorithm with the 
poses. In theory, the classifications generated by the algorithm would be 
sent to the interface in real time and displayed on the timeline. 
 

 

Figure 5-7: The three parts of the interface: real time documentation, 
platform and mirror model. 

Kinect  

ChoreoAssist uses Kinect for detecting the dancers’ bodies. Kinect is a 
motion sensing input device that was produced by Microsoft for Xbox 
consoles and PCs. Based around a webcam-style add-on peripheral, it 
enables users to control and interact with their console/computer without 
the need for a game controller, using gestures and spoken commands [6]. 
The sensor produces high accuracy and is ready to use by just connecting 
it to the computer with a USB. 
  
Our system uses Kinect for Xbox One, a new version with significantly 
expanded hardware capabilities and a supporting SDK. The detection and 
data-collection software behind ChoreoAssist is programmed in 
Processing, which has one library for Kinect V2 called KinectPV2. The 
library provides built-in methods for body detection and allows for 
obtaining information from the color camera and the infrared camera such 
as the key joints of the body (24 joints), bones which connect the joints, 
and the state of the hands (open or close). Our aim was to analyze six 
ballet positions which are determined by certain positions of the limbs 
(Fig. 10). The used algorithm treats joints and bones as simple points and 
segments in the 3D space, making it simple to extract the position and 
orientation of the dancers’ limbs. 
 
Of course, Kinect, as any other sensor, is noisy and has limitations. 
Because it is based on not only color, but also infrared cameras, the 
lighting is not very important. However, there must not be any smoke in 
the room as it interferes with the infrared sensor. Moreover, the dancer will 
be asked to wear light colored clothing, as black clothes are sometimes not 
detected. The depth range of the infrared camera is 4 meters and Kinect V2 
can detect up to 6 people. Since ChoreoAssist is a single user device, for 
now, the best functionality is obtained by isolating the back of the user. 
Otherwise, data from other subjects will be logged and false results will be 
produced. This does not constitute a problem in a real life setting since 
dancers usually come up with choreographies by themselves in order to 
avoid being distracted. 
[6] 
 
Data Acquisition 
Which data do we need?  
There are five basic positions for arms and five for legs in ballet. Apart 
from these, there are many more combinations. Because of time 
limitations, we have chosen to learn and detect three positions for the arms 
(first position, second positions and forth position) and three for the legs 
(first position, second position and plie). See Fig. 10. Hence, we decided 
on the labels of the data: the positions. The positions were selected in such 

https://en.wikipedia.org/wiki/Motion_sensing
https://en.wikipedia.org/wiki/Motion_sensing
https://en.wikipedia.org/wiki/Input_device
https://en.wikipedia.org/wiki/Microsoft
https://en.wikipedia.org/wiki/Webcam
https://en.wikipedia.org/wiki/Peripheral
https://en.wikipedia.org/wiki/Game_controller
https://en.wikipedia.org/wiki/Speech_recognition


 

a way that there was a very clear distinction between them – for a less 
noisy data collection. 
  
Following, we went on to deciding upon which attributes describe each 
position. We first looked at what raw data the Kinect produced (i.e. 
positions of certain joints in the 3D space). Videos of ballet dancers were 
analyzed. The upper body poses are achieved by bending two key joints: 
the elbows and the shoulders. For the lower body, the same thing happens 
with the hips and the knees. A first instinct was to set the attributes as 
being the coordinates of the specified joints. However, that would have led 
to faulty classification since the algorithm would have probably linked the 
area of the screen in which the dancer is to the position.  Therefore, a clear 
distinction between all these positions (independent from the position of 
the subject relative to the central axis of the Kinect) were the angles 
formed by the bones which connect at the joints. In this way, the attributes 
of the data sets constitute of four angles for the upper body and four angles 
for the lower body (see table below). 
 

Body Part Attributes Label 

Upper 
Body 

Angle Right 
Shoulder 
Angle Right 
Elbow Pit 
Angle Left 
Shoulder 
Angle Left Elbow 
Pit 

1 (first position) 
2 (second position) 
3 (fourth position) 
0 (no position) 

Lower 
Body 

Angle Right Hip 
Angle Right Knee 
Pit 
Angle Left Hip 
Angle Left Knee 
Pit 

1 (first position) 
2 (plie) 
3 (second position) 
0 (no position) 

Table 1: Attributes and labels of the data set  

 
 
 
 

The angle of the right elbow pit was, for example, calculated in the 
following way:  
1. Compute slopeRightForearm with rightShoulder.x and .y  and  
    rightElbow.x and .y 
2. Compute slopeRightUpperarm with rightElbow.x and .y and  
    rightWrist.x and .y 
3. Compute tangent of angleRightElbowpit using the slopes 
4. Compute  angleRightElbowpit  
 
How do we collect this data? 
The script for the data collection followed the following steps: 
1. The user is asked to repeat the sequence of poses (in the order from the 
table above, column “Labels”)  in front of the Kinect for a fixed amount of 
times. The recording is made for the upper body first, lower body second.  
2. Each position will be labeled with a certain key (see table above). When 
the user performs a certain position, a corresponding key will be pressed 
by the researcher and the following data will be saved into the computer: 
the angles formed by the corresponding joints and the tag of the position 
(e.g. for the upper body, the table would have the following columns: 
angle armpit right, angle shoulder right, angle armpit left, angle shoulder 
left, position). Negatives are also recorder (when the user is not executing 
any of the aforementioned positions).  
In real dance, performers usually hold positions for longer than just a 
second. Since the sensor is not 100% accurate and the human body is not 
completely still during the hold of a certain position, the subjects need to 
stay in one pose for two counts. The corresponding key is kept pressed for 
the two counts to record all the small variations of the angles that certain 
pose process.  

 
How much data do we need? 
While testing, we observed that for one two-count position executed by 
one person, the difference in angles could go from 0 to 2 degrees between 
frames (see table below).  



 

  
Figure 8. - Recordings of position 1 angles during two seconds for the 
upper body of a single user  
 
Therefore, the data was relatively consistent, but it was still noisy. From 
this, it was decided that the sequence of poses needed to be repeated 
multiple times and by different persons. 
Kinect can run on however many frames per second the programmer 
decides. However, for a smooth, real-time rendering, between 20 and 30 
frames per second are necessary. A smaller frame rate could result in 
low-quality feedback and in a loss of data (instead of getting 10 entries per 
position, getting only 5). 
However, with a “smoother” image come big sets of data. If a position is 
held for one second, then there will be about 20 rows registered in the data 
set for that one execution of that one position. Therefore, since we were 
going to have 3 or 4 participants, each executing a sequence of four 
positions (including the negatives) for each body part, the number of 
repetitions had to be limited in order to not end up with an immense data 
set. Therefore, each user executed the sequence 10 times. 
Another decision was made to have all participants stand at a fixed depth 
of 2 meters from the sensor. In this way, the noise related to the distance 
from the sensor would be eliminated. Otherwise, for each participant, data 
should have been collected at various distances from the sensor and this 
would have resulted in an immense data set.  
 
Interaction and connectivity  

To record the dance position the dancer needs a Kinect and a laptop. The 
recording is started by pressing on a red button (Fig. 9) which makes use 
of cognitive colour coding and feed-forward [15] when pressed it 
transforms into a grey square which is ingrained in our thinking as the stop 
button as we know traditionally from a cassette player . The dancer can 
turn the laptop facing his way to check if the joints are detected which is 

showing through dots when he is detected by the kinect. When a position 
is detected for the upper or lower body it shows up in the timeline under 
the video recording. 
The trained algorithm recognizes 3 upper body ballet poses as well as three 
lower body ballet poses (Fig. 10). We have chosen ballet, because it has 
very distinctive and defined positions, but it is obviously possible to 
expand the movement recognition depending on the dancers needs, this 
expansion to different moves also ones that are not as defined as ballet 
positions will be possible because data can be collected for learning and 
the system can be further trained. The dancer has to record a specific pose 
several times and can then implement it in the system. The learning is 
beneficial in this case, because the choreographer does likely not want to 
measure the angles of his limbs to insert into the recognition system. It is 
currently only possible to record one dancer at a time, but further 
development could also  make it possible to record several dancers. 
When the recording is stopped it can be reviewed by replaying the video, 
and looking at the notation of lower and upper body positions. 

  
We have also looked at different dance notation systems such as 
labanotation. 
Labanotation is especially describing in detail how every part of the body 
is moving [16] which makes it fairly complex and difficult to read, and 
have found them too complex for the limited positions we are trying to 
detect at this moment. Since arm movement is detected separately from leg 
movement these are placed in separate parallel timelines (Fig. 9). 
Other dance notation systems focus more on the positioning of the dancer 
in the room such as described in “Chorégraphie; ou, l’art de décrire la 
danse” by Raoul-Auger Feulliet in 1700 who explained the his ballet 
teacher Pierre Beauchamp [17]. 
We have decided to leave this aspect out of the notation for now since we 
want to focus on recognizing the position and indicate the timing thereof. 
Considering this, the graphical representation of the choreography will not 
be able to show all its aspects at this point. But it is a step towards offering 
a precise, complete and automated description of the dance, which will 
require a change of interface to include more information once it is at that 
development stage. 

  
The system features a platform that allows the users to share the recordings 
with a community (of, for example,  students) (Fig. 6). 
When a student wants to dance the choreography of a teacher he selects 
mirror-mode (Fig. 7). This allows him to see a video of himself next to the 
teacher, and an annotation of the correct positions. When reviewing the 
video he can see where he is not moving in sync with the teacher and can 
improve in a next attempt. Since Choreo-Assist is not indicating whether 

https://www.britannica.com/topic/Choregraphie-ou-lart-de-decrire-la-danse
https://www.britannica.com/topic/Choregraphie-ou-lart-de-decrire-la-danse


 

the student is performing a position correctly, it is better suited for 
intermediate and higher level ballet dancers than beginners. 
The platform allows users to share their recordings on personal websites or 
social media. 
In further steps the system could be connected to music streaming services 
to create ‘emerging functionalities’ [18] such as finding music pieces 
similar to the one played during the performance which would also fit with 
the choreography or displaying the music in the interface as well. 
Another option for connectivity would be a connection with lighting. The 
data collected by the Kinect could indicate the positioning of the dancer in 
the room and a spotlight could follow him/her during the performance, 
alternatively the lighting could be connected with the music as well and 
create a matching ambience to put the dancing in scene. 
In order to allow for connectivity we need to consider these and other 
options to keep the design open to eventually implement it in a system. 
 

 

Fig 9. Interface: recording choreography 
 

 

Fig.10 selected positions for upper and lower body  
 

Machine learning   
Why intelligent? 
By taking a quick look at the test results (e.g. see figure 8), one could ask a 
simple question: why not use a simple algorithm which states that if 
certain angles are within certain intervals, then the corresponding position 
is performed? 
One thing that we had to keep in mind was that ChoreoAssist does detect 
moments at which certain positions are performed, but it detects 
continuous intervals at which a position is performed. Therefore, the 
labeling had to be continuous. However, a deeper understanding of the 
data set will reveal that simply setting limits for the angles would lead to 
inaccurate results. Variations between two angles for the same position, 
within one second, could be as small as 0.01 degrees. Therefore, setting 
accurate limits for intervals could be very difficult and could lead to 
“interrupted” labeling. 
Moreover, because of the fact that the sensor provides noisy detection at 
times, but also because the anatomy of each user is different and some 
poses may be held for different period of times, angles differ from one user 
to another. Therefore, a clearly defined interval could be accurate for one 
user, but inaccurate for another. One example could be observed below. 
 



 

 

Figure 11 – Position 1 at second 38 for User2 

 

Figure 12 – Position 1 at second 12 for User1 
 

By analyzing the angle for the right elbow pit, for example (4th column), 
the values for User2 vary between [83.519…, 88.224…] while for User1 
they belong in [70.155…, 76.056]. Therefore, using a simple algorithm 
which defines intervals would not work. The system had to be (slightly) 
intelligent to deal with the big range of discrete angle values that the 
Kinect provided. 

 
Why supervised learning? 
A good solution was detecting a relationship between the four angles and 
from there, deducing the corresponding position. This line of logic 
matched the definition of supervised learning [18]. Since we had a set of 
angles which had to be matched to a finite set of corresponding categories 
(ballet positions), the obvious and best choice was supervised learning 
because this was clearly a classification problem. What the classification 
algorithm would eventually do would be to find the right functions upper 
and lower  such that: 

upper(AngleRightShoulder, AngleRightElbowpit, 
AngleLeftShoulder, AngleLeftElbowpit) = Position upper body 

  
  lower(AngleRightHip, AngleRightKneepit, AngleLeftHip, 

AngleLeftKneepit) = Position lower body 
 

 

 

Process 

Initial Testing 
For feasibility we tested in a short session if the angles of the chosen 
positions were values that were different enough to be distinguished by a 
learning algorithm. This proved to be the case.  
 
Data Collection  
We went through two rounds of data collection. 
In the first round we had 3 dancers. They were positioned 2m from the 
Kinect. 
They were wearing light clothes, since this can be detected better by the 
sensor.  
For the first session of data collection, each participant was recorded for 2 
minutes executing the sequence of positions for each of the upper body, 
the lower body and the whole body. Number keys were pressed to identify 
the positions in the output data (e.g. keys 1-9 for the whole body by 
permuting all the 6 positions of upper and lower body). When no key was 
pressed the position was recorded as 0 meaning no position. The results 
were stored in a .csv file. Because we recorded negatives constantly 
between positions, we ended up with an overwhelming amount of 
negatives. 
After using the collected data in the multilayered perceptron in Neuroph, 
the results were not as expected. 
The data sheets were edited for length and an amount of the negatives 
were taken out. 
We assumed that the negatives were overlapping with the positives at 
some points, because the pressing of the button might not have always 
been timed well. 
Consequently a second data collection was executed. The subjects were 
standing 2m away from the Kinect this time as well. Again, the positions 
were recorded by pressing the corresponding keys. However, the negatives 
were recorded by also pressing a key, this time.  After recording the 
positions, the dancer was asked to move randomly, different from the 
positions, and the 0 key was pressed then. A more balanced data set was 
obtained this way.  



 

The upper body positions and lower body positions were performed by 4 
dancers 10 times for each position. The whole body positions were 
performed 5 times per pair. 
 
Training and testing algorithms  
Four classification algorithms were used in training and testing the system: 
Neural Networks (Multilayered Perceptron), Decision Trees (Random 
Forest and Gradient Tree Boost) and Support Vector Machines. The 
reported results come from training and testing after the second data 
collection. Two training sets were used: the combined sets from all 
participants including the negatives and excluding the negatives. The 
training set had roughly 2700 lines (including negatives), 2000 (excluding 
negatives) while the testing set had 285 lines (including negatives) and 150 
(excluding negatives) for each body part (upper/lower). The number of 
negatives was so high because there are much more possible variations of 
angles of “no position” rather than variations of angles for the three 
moves. 
 
Neural Networks 
At first, we made use of the Neuroph GUI and trained 4 different 
multilayered perceptrons (MLPs) with 5 input neurons (upper body/lower 
body – 11/22, the four angles), 50 hidden neurons (1 layer) and 1 output 
neuron (positions/no position – 1 or 2 or 3/0). We tried the following 
learning rules available: backpropagation, backpropagation with 
momentum, resilient propagation. The max. error, learning rate and 
momentum were left at 0.01, 0.2 and 0.7. These values and the hidden 
neurons were slightly modified to check for better results. The training 
data, in this situation, was used from both the first and the second data 
collection sessions. The rest of the training and testing was performed only 
with the data set from the second collection. 
Because the results were not very favorable in Neuroph, we, then, made 
use of the SMILE (Statistical Machine Intelligence and Learning Engine) 
library v1.4. and the Eclipse IDE to implement a MLP which uses 
backpropagation [19] and a hidden layer with 50 neurons 
 
Decision Trees 
A random forest and a gradient tree boost were also implemented in 
SMILE, both with 25 trees. 
 
Support Vector Machines 
A support vector machine was trained and tested with the help of the 
libSVM4Processing library by Rong-Hao Liang [20]. 
 
Results 

Neuroph 
Positives and negatives 
Training our dataset with Neuroph did not yield good results. One can 
observe the network error graphs after training for backpropagation, 
momentum backpropagation and resilient backpropagation in Fig. A-C 
(Appendix). The training error is around 0.8 after a reasonable amount of 
iterations for all algorithms.  
Moreover, neither of the MLPs gave good error rates after testing. Both 
backpropagation and momentum backpropagation classified everything as 
“1”. Therefore, at least the ones which were truly labelled as “1” were 
guessed right. However, resilient propagation classified everything with 
rational numbers from the interval [0,1] (see Fig. D-F, Appendix).  
 
Only positives 
While training and testing only with positives, Neuroph does not improve 
much. One can see the results in Fig. G-I (Appendix), very similar to the 
ones presented above. Even though the backpropagation and resilient 
propagation training errors reach 0 at some point, the test results are not 
any different from the testing set with negatives (Fig. J-L, Appendix).  
 
SMILE Library 
Neural network 
Opposite to the MLP trained with Neuroph, the MLP created, trained and 
tested with the help of the SMILE library yielded great results. When 
using the training and testing data sets with no negative examples, the 
neural network produced perfect results. After training and testing it on the 
data set including negatives, its error rates grew, however, they remained 
quite low, resulting in very satisfactory results. 
 

Body part Data sets Training error Testing error 

Upper body No negatives 0.00% 0.00% 

Lower body No negatives 0.00% 0.00% 

Lower body With 
negatives 

1.91% 7.88% 

Upper body With 
negatives 

1.11% 11.23% 



 

  
Decision trees 
Both the random forest and the gradient tree boost yielded very good 
results in SMILE, very similar to the neural network, as one can observe 
below: 
 

Body part Tree Data set Trainin
g error 

Testing 
error 

Upper body Random forest No negatives 0.10% 0.0% 

Upper body Gradient tree 
boost 

No negatives 0.57% 0.0% 

Lower body Random forest No negatives 0.14% 0.0% 

Lower body Gradient tree 
boost 

No negatives 0.97% 0.0% 

Upper body Random forest With 
negatives 

1.59% 15.79% 

Upper body Gradient tree 
boost 

With 
negatives 

6.40% 20.35% 

Lower body Random forest With 
negatives 

0.84% 9.96% 

Lower body Gradient tree 
boost 

With 
negatives 

2.95% 10.37% 

  
SVMLib for Processing 
A short code was created to train and test a support vector machine in 
Processing with the help of the SVMLib. Because the number of iterations 
was limited to around 2000, we only trained the model with the data set 

which was lacking negatives. For the upper body, a training error of 0% 
and a testing error of 0.78% were achieved.  
 

 
Fig. 13 – Accuracy of SVM model on upper body with no negatives 
 

For the lower, body a training error of 0.05% and a testing error of 0.0% 
were achieved. 

 
Fig. 14 – Accuracy of SVM model on lower body with no negatives 
 
Discussion 
Working on the topic area of dancing offered an opportunity to explore a 
field that was both feasible and interesting. By supporting dancers in their 
work tackled a real issue and made it possible to create a meaningful 
outcome. The fact that ballet has very clear rules was an additional 
advantage. Given clear and distinctable poses made it easier to train the 
algorithm and produce reliable results. 
The testing phase gave the opportunity to evaluate the way of data 
collection and amount of data needed. Although issues were faced 
concerning the lack of participants in the way negatives were recorded, it 
was possible to gather sufficient data within ourselves, understand the 
sensor better and learn how to smartly collect negatives when dealing with 
real-time recording. 
The usage of Kinect for body detection was based on a high 
“programmable & accurate” score. Even though the production of Kinect 



 

has been terminated, it still remains a fairly accurate, easy to use sensor. 
By just plugging it in the laptop, it offers a generous SDK which allows 
anyone to easily program it. Because the KinectPV2 library is a simple, 
widely documented library, and it is also designed for Processing, it was 
decided that Kinect was the right choice for ChoreoAssist. The provided 
data is noisy enough to make it impossible for the system to complete the 
task with a simple, unintelligent algorithm. However, it is not noisy 
enough to make it impossible for a classification algorithm to complete the 
task. 
There are many classification algorithms available. However, the used 
ones (neural networks, decision trees and support vector machine) were 
chosen based on the material from the course. 
Our experience with Neuroph has not been positive, neither when training 
with the first data set, nor after the second data collection. Even though 
errors should be in the interval [0,1], it still delivered errors above 1. Its 
lack of documentation did not help either with fixing possible errors. The 
lack of documentation for the SVM4Lib4Processing also hindered us from 
checking the classification the algorithm performed and properly 
debugging the code, despite the good error rates. 
However, next to the support vector machine, the neural network and 
decision trees in SMILE managed to deliver very good results. It also 
allowed us to properly debug the code and understand how it works. In this 
way, we could observe which elements were misclassified and why (when 
negatives were introduced in the data sets). While printing the 
misclassified values, one can observe that the algorithms mistake some no 
positions (0) to first, second or third positions (1,2 or 3). This could be 
because of the way we gathered our negative data: the user moved 
randomly while the 0 key was pressed. In this way, the user could have 
been caught in poses which were very similar to 1,2 or 3. However, we 
tried to make sure the user’s random movements would not resemble any 
of the positions, hence, the low error rates.  
 

 

Fig. 15 – Misclassified elements by the neural network for the lower body  
Conclusion 

This project showed that machine learning can be a feasible tool to support 
dancers and choreographers in their work. It also proved that real-time 
sensor data could be correctly classified when having the “proper” data 
sets. By training the software, it is possible for it to detect a dancer’s 
movements and document them. As a result, the dancers can work freely 
without being disturbed in their process.  
Ballet, with its clear rules, is especially well suited for an intelligent 
system which uses machine learning and data about movements can easily 
be implemented into a learning algorithm. 
For the future development of the proposed software, the number of dance 
poses could steadily be increased and later on also applied to other dance 
categories. 
 

References 

1. Clemente, F., Santos-Couceiro, M., Lourenço-Martins, F., Sousa, R., 
Figueiredo, A. (2014). Intelligent systems for analyzing soccer 
games: The weighted centroid. Ingeniería e Investigación, 34(3), 
70-75. https://dx.doi.org/10.15446/ing.investig.v34n3.43602 

2. Ma, J. (2017). How to choreograph a dance in 6 simple steps. 
Retrieved from: 
https://blog.steezy.co/how-to-choreograph-a-dance/(December 7 
2018)  

3. Owton, H., Clegg, H., Allen-Collinson, J. (2016). “I wanted to be 
Darcey Bussell”: Motivations and expectations of female dance 
teachers. Qualitative Methods in Psychology Bulletin, 22 pp. 55–64. 
Retrieved from 
https://oro.open.ac.uk/47492/1/QMiP%202016%20dance%20teacher
%20motivations.pdf(December 7 2018) 

4.  Bourne, M. (2014). How do you write a dance?. Retrieved from 
https://bam.files.bbci.co.uk/bam/live/content/zc4r9j6/transcript 
(February 1 2019) 

5.  Sperling, J. (2010). How do you write down Choreography?. 
Retrieved from 
http://jodysperling.com/process/how-do-you-write-down-choreograp
hy/ (February 2 2019) 

https://dx.doi.org/10.15446/ing.investig.v34n3.43602
https://bam.files.bbci.co.uk/bam/live/content/zc4r9j6/transcript
http://jodysperling.com/process/how-do-you-write-down-choreography/
http://jodysperling.com/process/how-do-you-write-down-choreography/


 

6. Kinect. (2018) Retrieved from 
https://en.wikipedia.org/wiki/Kinect(December 8 2018)  

7. Chan, C., Ginosar, S., Zhou, T., Efros, A.A. (2018) Everybody 
Dance Now. arXiv preprint arXiv:1808.07371. Retrieved from 
https://arxiv.org/abs/1808.07371(December 8 2018)  

8. Human Pose Detection. Mining Body Language from Videos. 
(2017). Retrieved from 
https://medium.com/@samim/human-pose-detection-51268e95ddc2(
December 7 2018)  

9. OpenPose. (2018). Retrieved from 
https://github.com/CMU-Perceptual-Computing-Lab/openpose 
(Dezember 9 2018)  

10. Move Mirror (2018). Retrieved from 
https://experiments.withgoogle.com/move-mirror(December 9 2018)  

11. Alvarado, I., Friedhoff, J. Move Mirror: An AI Experiment with Pose 
Estimation in the Browser using TensorFlow.js.Retrieved from 
https://medium.com/tensorflow/move-mirror-an-ai-experiment-with-
pose-estimation-in-the-browser-using-tensorflow-js-2f7b769f9b23(D
ecember 9 2018)  

12. Toshev, A. Szegedy, C. (2014). DeepPose: Human Pose Estimation 
via Deep Neural Networks. Retrieved from 
https://static.googleusercontent.com/media/research.google.com/de//
pubs/archive/42237.pdf (February 1 2019) 

13. •Chen, H., He, Y., Hsu, C., Chou, C., Lee, S., & Lin, B. P. (2014). 
Yoga Posture Recognition for Self-training. MultiMedia Modeling 
Lecture Notes in Computer Science, 496-505. 
doi:10.1007/978-3-319-04114-8_42 

14. S. D. J. P. O. C. J. Wensveen, "Interaction frogger: a design 
framework to couple action and function through feedback and 
feedforward.," in 5th conference on Designing interactive systems: 
processes, practices, methods, and techniques, 2004. 

15. A. Hutchinson Guest, Labanotation- The System of Analyzing and 
Recording Movement, New York : Routledge , 2011 

16. A. Hutchinson Guest, "Dance notation," Encyclopædia Britannica, 
Inc., NA. [Online]. Available: 
https://www.britannica.com/art/dance-notation. [Accessed 7 
December 2018] 

17. J. Frens, M. Funk, B. van Hout and J. Le Blanc, "Designing the IoT 
Sandbox," in DIS 2018, Hong Kong , 2018. 

18.  Brownlee, J. (2016, March 16), Supervised and Unsupervised 
Machine Learning Algorithms, Retrieved on 06.01.2019 from: 
https://machinelearningmastery.com/supervised-and-unsupervised-m
achine-learning-algorithms/ 

19. Haifeng, L. (2018, Nov) Smile, GitHub repository, retrieved on 
27-01-2019 from: 
https://github.com/haifengl/smile/blob/master/core/src/main/java/smi
le/classification/NeuralNetwork.java 

20. Liang, R.H.  (2018, Nov) LibSVM-for-Processing, Github repository, 
retrieved on 27-01-2019 from: 
https://github.com/howieliang/LibSVM4Processing 

 
 
 

 

  

https://arxiv.org/search/cs?searchtype=author&query=Toshev%2C+A
https://arxiv.org/search/cs?searchtype=author&query=Szegedy%2C+C
https://static.googleusercontent.com/media/research.google.com/de//pubs/archive/42237.pdf
https://static.googleusercontent.com/media/research.google.com/de//pubs/archive/42237.pdf
https://medium.com/tensorflow/move-mirror-an-ai-experiment-with-pose-estimation-in-the-browser-using-tensorflow-js-2f7b769f9b23
https://machinelearningmastery.com/supervised-and-unsupervised-machine-learning-algorithms/
https://machinelearningmastery.com/supervised-and-unsupervised-machine-learning-algorithms/
https://github.com/haifengl/smile/blob/master/core/src/main/java/smile/classification/NeuralNetwork.java
https://github.com/haifengl/smile/blob/master/core/src/main/java/smile/classification/NeuralNetwork.java
https://github.com/haifengl/smile/blob/master/core/src/main/java/smile/classification/NeuralNetwork.java
https://github.com/howieliang/LibSVM4Processing
https://github.com/howieliang/LibSVM4Processing


 

Appendix  

 

Video, code and data sets: 

https://drive.google.com/drive/folders/18IcPxuypWG7LuD_ReR
DZwOcN7Rfm1jp_?usp=sharing 

 

 

 

Fig. A – Total Network Error Graph for backpropagation 
 

 
Fig. B – Total Network Error Graph for momentum backpropagation 

 
Fig. C – Total Network Error Graph for resilient propagation 
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Fig. D – Backpropagation test results partial 
 

 

Fig. E – Momentum backpropagation test results partial 
 

 

Fig. F – Resilient propagation test results partial 
 

 

Fig. G. – Total Networks Error Graph for backpropagation 
 



 

 

Fig H. – Total Network Error Graph for momentum backpropagation 
 

 

Fig. I. - Total Network Error Graph for resilient propagation  

 

Fig. J – Backpropagation test results partial 
 

 

Fig. K – Momentum backpropagation test results partial 
 



 

 

Fig. L - Resilient propagation test results partial 


